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Abstract When selfish industries are competing for limited
shared resources, they need to coordinate their activities to
handle possible conflicting situations. Moreover, this coor-
dination should not affect the activities already planned by
the industries, since this could have negative effects on their
performance. Although agents may have buffers that allow
them to delay the use of resources, these are of a finite ca-
pacity, and therefore cannot be used indiscriminately. Thus,
we are faced with the problem of coordinating schedules that
have already been generated by the agents. To address this
task, we propose to use a recurrent auction mechanism to
mediate between the agents. Through this auction mecha-
nism, the agents can express their interest in using the re-
sources, thus helping the scheduler to find the best distrib-
ution. We also introduce a priority mechanism to add fair-
ness to the coordination process. The proposed coordination
mechanism has been applied to a waste water treatment sys-
tem scenario, where different industries need to discharge
their waste. We have simulated the behavior of the system,
and the results show that using our coordination mechanism
the waste water treatment plant can successfully treat most
of the discharges, while the production activity of the indus-
tries is almost not affected by it.
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1 Introduction

Coordinating agents’ schedules in environments with lim-
ited and shared resources is a key issue for letting the agents
accomplish their goals, while ensuring that the resources
are properly used (e.g. not overusing them). That is, the re-
sources have to be distributed to the agents in such a way
that all of them are able to perform their tasks. However,
given that the resources are limited, this distribution can-
not always match the agents’ demands, since there may be
conflicts between the tasks (e.g. more than one task request-
ing the same resource at the same time). In such cases, it
would be impossible to satisfy all agents’ requests, so some
of them should be left without the needed resources. These
situations may affect the performance of the agents, since
they may fail to accomplish their goals (which could have
economical impacts, for instance). Fortunately, in some do-
mains, such as an industrial one, the agents (which may rep-
resent factories, production lines, etc.) may have some kind
of buffer that allows them not to get stuck when a needed
resource is not available. However, this situations should be
minimized, since these buffers have a limited capacity and
cannot be used indefinitely. Therefore, a coordination mech-
anism which takes this issue into account is needed. Such
mechanism should then distribute the resources in such a
way that the agents’ schedules are modified the least pos-
sible. In this paper we propose the use of an auction-based
mechanism that permits the coordination of the shared re-
sources, while maintaining the agents’ information private,
including their buffers capacities. Particularly, we propose
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to introduce the concept of fairness in the resource distribu-
tion process, so that the negative effects of the coordination
is spread among all the agents, thus minimizing the impact
in their original schedules.

Our research has been motivated by a real world problem,
namely the waste water treatment system. In this domain,
several industries perform waste discharges, which have to
be treated by the treatment plant. The plant can be viewed
as a set of limited resources, since its cleaning capacities
are finite (it cannot treat all the incoming water if the con-
tamination levels are too high, or if the flow cannot be ab-
sorbed). In case of overuse, the quality of the cleaned water
diminishes, resulting in the contamination of the river basin.
Thus, the industrial discharges should be coordinated so that
all of them can be fully treated by the plant. Obviously, this
coordination should not cause problems in the production
processes of the industries, since this could cause production
delays, missed delivery commitments, etc. that the industries
do not want to afford. The benefits of using the coordination
mechanism with egalitarism in this real world problem are
experimentally shown at the end of the paper.

The rest of the paper is organized as follows. In Sect. 2
we review some basic concepts regarding resource schedul-
ing. Then we formalize the problem in Sect. 3, and detail
the coordination mechanism in Sect. 4. We devote Sect. 5
to introduce the concept of fairness in the mechanism. We
present the Waste Water Treatment domain in Sect. 6 and
the experimental results in Sect. 7. Finally, we conclude the
paper with some related work, discussion and future work.

2 Background

There is a huge work on scheduling since the beginning of
Artificial Intelligence and Operational Research. In this sec-
tion we briefly review the basic terms in these disciplines
related to our problem, so that we focus the scope of the
paper.

2.1 Resources

Regarding the resources, we can classify them according to
the following features:

− Durable vs perishable: Durable resources are those that
maintain their value as times goes by. That is, no matter
when they are used, their properties are not changed. On
the other hand, perishable resources are those that lose
value when held over an extended period of time. In this
case, these resources cannot be stored for a later use, but
have to be immediately used. An example of a perishable
resource is communication bandwidth, since it only has
value if it is used, and it cannot be stored to later increase
the bandwidth of a network connection.

− Divisible vs indivisible: This defines whether the re-
source can be indefinitely divided into as many units as
desired (divisible resource) or it cannot be divided (indi-
visible resource). In this latter case, however, there may
be multiple units of the resource (each of them being in-
divisible).

− Controlled vs non-controlled: Although usually the re-
sources belong to an owner that can control the access to
them, in some domains the resources are somehow “pub-
lic”, meaning that anyone can use them, even without
having been authorized to do so. This uncontrolled ac-
cess makes the scheduling problem even harder. Exam-
ples of non-controlled resources can be found in natural
resources, which are usually accessible to anyone, and
for which there are no physical means of controlling this
access.

2.2 Resource scheduling

Resource scheduling is concerned with finding an optimal
sequence of resource use by a set of agents that need them
in order to execute a set of tasks, which can have several
constraints, such as precedence, due times, etc.

An issue that affects how the resource scheduling prob-
lem must be solved is whether the goal is to generate sched-
ules for all the agents from scratch, or to combine existing
schedules so that the resources are used in a proper way. In
the former case, a schedule for each of the agents must be
created, fulfilling the agents’ tasks constraints and also as-
suring that the resources are correctly used (for instance, not
allowing more than one task to use a given resource at the
same time). On the other hand, when combining schedules,
each of the agents already has its schedule prepared, but it
may be in conflict with the schedules of the other agents.
Therefore, these schedules must be adapted in order to pre-
vent such conflicts in the use of the resources. In this paper
we deal with this latter issue.

Combining schedules could involve possible delays in
using the resources, and the way this is handled by the
agents determines the kind of combination required. That is,
whether they can somehow continue with their work even if
they lack some of the needed resources. This is the case of
production chains, where products can be temporally stored
in buffers before entering the next machine, so that the pre-
vious one can continue working. In this case, we can talk
about an agent having a buffer that prevents it to get stuck
until it gets the needed resources. Combining schedules in
this scenario means then to use the buffers to delay some
resource use, while keeping the agents’ activities alive.

2.3 Distributed scheduling

There are two main approaches for solving the schedul-
ing problem (either generating or combining them). The
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first one includes classical scheduling techniques, for which
there is a vast literature [2, 26]. The main drawback of this
approach is that the scheduler has all the power. That is, it
makes all the decisions, and therefore does not let the agents
take part in the generation of the schedules.

To allow for a more participative mechanism, a distrib-
uted approach can be taken. In this case, the agents can inter-
act with the scheduler or between them in order to reach an
agreement on the schedules. This approach can be divided
into two main classes, depending on who is the responsible
of decision making:

− Centralized approach: In this kind of scheduling, as in
the classical one, there is a single entity that solves the
problem. However, there is some interaction between the
agents and the scheduler, so that the decisions are not to-
tally taken by the latter. An example of such approach
are market-based mechanisms, such as auctions [5, 25],
where agents bid for using the resources and the auction-
eer must decide which agents can do so. This paper is
focused on using such kind of mechanisms, and we will
describe them more deeply in the next section.

− Decentralized approach: In this approach there is no cen-
tral entity, but the agents are themselves the ones solving
the scheduling problem. They communicate with each
other in order to reach a solution. This approach in-
cludes negotiation protocols, in which agents trade re-
sources until they are all satisfied with the allocation
[16], and also distributed constraint optimization prob-
lems [18, 23].

2.4 Auctions

As mentioned above, we have focused on the use of market-
based mechanisms (and more concretely, auctions) to solve
the scheduling problem. Auctions have been widely used in
resource allocation problems with privacy issues [3], and we
believe that they can also be applied to the schedule coordi-
nation problem.

In an auction process, there are the items to be auctioned,
the bidders who wish to acquire the items, and the auction-
eer who sells the items [14]. An auction starts with a call
for bids by the auctioneer, announcing the items to be sold.
Then, the bidders submit their bids, which are composed by
the item(s) to buy and the price to pay for it (them). Once the
auctioneer has gathered all the bids, it clears the market (i.e.
decides which bids are the winners and the price the bidders
must pay) and informs the bidders about the resolution. In
a resource scheduling scenario, the items are the resources,
the bidders are the agents willing to use these resources, and
the auctioneer is an arbiter that mediates the possible con-
flicts among the agents.

Typically, the research on auctions is focused on the fol-
lowing three aspects (which can be tackled at the same time
or independently):

− Bidding policies: define how each agent decides what to
bid for and the value of the bids (that is, the price it is
willing to pay for a given good or set of goods).

− Market clearing (or solving the winner determination
problem): defines how the auctioneer selects the winning
bids.

− Pricing mechanism: defines how the auctioneer decides
the price to be paid by the winners.

One aspect that has not been deeply addressed in the field
of auctions is the dynamicity of the environment. In most of
the literature on auctions, these are assumed to be a “one-
shot” problem; that is, solving an auction does not depend
on previous auctions. However, in a resource scheduling
scenario, where the resources might be continuously reas-
signed, there will be multiple auctions, one for each alloca-
tion step. This leads to what is known as recurrent auction
[17], in which the same set of agents is participating in a se-
quence of auctions with the same goods being offered. This
kind of auctions poses new problems, such as the following:

− Resource waste problem: this problem arises with perish-
able resources, since the auctioneer must sell them before
they become useless. Therefore, it is faced with the trade-
off of selling as much resources as possible, while still
obtaining benefits by doing it.

− Bidder drop problem: in recurrent auctions, it may be the
case that some agents are always losing, and some others
are always winning. In such case, the losers may decide
to leave the market-place, since they are not gaining any
benefits. When this happens, the remaining agents can
lower their prices, thus reducing the benefits of the auc-
tioneer, or even causing the prices to collapse.

− Asymmetric balance of negotiating power: in most auc-
tions, the prices for the goods mainly depend on the bids
sent by the bidders (and specially of those sent by the
richer agents). This means that the auctioneer has low
power (or no power at all) for fixing the prices. In a re-
current auction, this may lead to the richer agents lower-
ing the prices to unwanted levels by the auctioneer, thus
collapsing the market.

In this paper we deal with the market clearing algorithm
of recurrent auctions. Moreover, we have focused our mech-
anism to handle the resource waste problem as well as the
bidder drop problem.

2.5 Social welfare

As mentioned before, the problem of resource scheduling is
to find an optimal assignment of the resources to the agents.
In this context, the optimality refers to the wellness of the al-
location to the group of agents as a whole, not as individuals.
This is what is known as social welfare [1], which is usually
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a function of the utilities of each of the agents involved in
the allocation problem.

Depending on how these utilities are combined, the sys-
tem will behave differently. For instance, with an utilitarian
social welfare (i.e. the social welfare is the sum of individual
utilities), the goal of the system is to maximize the overall
utility, while an egalitarian social welfare (i.e. defined as the
utility of the agent that is worst off) introduces some degree
of fairness in the system. Other social welfare functions and
their corresponding system behavior are reviewed in [3].

3 Problem formalization

In the schedule coordination problem we are presented with
a set of N agents, A = {a1, . . . , aN }, sharing a set of M re-
sources, R = {r1, . . . , rM}, and a set of agents’ schedules
S = {S1, . . . , SN } that use the resources. Schedules can be
modified, so that the use of the resource is delayed thanks
to the presence of agents’ buffers, B1, . . . ,BN , locally man-
aged by the agents. The problem then consists in finding the
best coordinated schedules, given a cost function and subject
to the constraints (i.e. no resource is overused) and prefer-
ences provided by the agents (as for example, their buffer
capacity).

Our research is constrained to indivisible, perishable and
uncontrolled resources. Then,

Definition 1 A resource Ri is characterized by a number of
available units ̂Qi .

Then, we note with ̂Q = (̂Q1, . . . , ̂QM) the vector con-
taining the available units of each resource. As perishable
resources, if some unit of any resource is not used at a given
time t , it is lost. Since the access to the resources is not con-
trolled, any agent can use a resource independently of the
coordination agreement achieved among the agents. This
is a non desirable situation that a coordination mechanism
should avoid.

Definition 2 The schedule Si of agent ai is an ordered list
of resources requests Si = {req1

i , . . . , reqni

i } where,

− reqk
i is the k-th resource request of agent ai ,

− ni is the number of requests submitted by agent ai (i.e.
ni = |Si |).

Definition 3 A request reqk
i is defined by a bundle of re-

sources reqk
i = (Qk

i , s
k
i , dk

i ) where,

− Qk
i = (qk

i1, . . . , q
k
iM) is a vector containing the quantity

of each resource agent ai requires in its k-th request (i.e.
qk
ij ∈ N

+ units of the j -th resource). If a request does not

require any amount of the j -th resource, then qk
ij = 0.

− sk
i is the start time for the k-th request of agent ai ,

− and dk
i is the duration of the resources use in the k-th

request of agent ai .

Note that requests have a starting time and duration that
cannot be changed, but the use of a buffer allows the effec-
tive use of the resource by the agent for a time. This time
depends on the agent’s buffer capacity, and the quantities of
the delayed requests. Time is assumed to be discrete.

Definition 4 The set of active requests at time t , A R(t),
is then defined as A R(t) = {reqk

i | reqk
i ∈ Si, i = 1..N (t ∈

[sk
i , sk

i + dk
i ])}, where N is the number of agents.

For the sake of readability, we drop the i and k in-
dices (agent and request indices respectively) and we re-
enumerate the set of active requests as follows: A R(t) =
{req1, . . . , req|AR(t)|}. So the i-th request in A R(t) is char-
acterized by the bundle of resources, Qi = (qi1, . . . , qiM),
the start time si , and duration di .

Definition 5 The j -th resource is a conflicting resource at
time t if its demand in the set of active requests exceeds the
resource capacity. That is:

|AR(t)|
∑

i=1

qij > ̂Qj

Thus, let RRc(t) be the set of indices of the conflicting
resources at time t .

Definition 6 A set of conflicting requests at time t are the
requests A Rc(t) ⊆ A R(t) whose demand exceeds the re-
source availability of some of the resources. That is:

A Rc(t) = {reqi |reqi ∈ A R(t) and ∃j, qij �= 0

and j ∈ RRc(t)}

With this constraint, each request is considered as a bun-
dle. Therefore, no matter how many resources cause the con-
flict (it could be a single resource or more), the whole re-
quest is in conflict. That is, a request cannot be partially
accepted (authorizing the use of only a subset of the re-
sources); it is an “all or nothing” authorization. This mod-
eling allows the agents to express the complementarity of
the resources, i.e. the agent will only be satisfied if he gets
all the resources in a bundle. In the case the agent wanted
some non-related resources, it could send several requests,
one for each of the resources.

We can analogously define, the set of active agents
A A(t) as the set of agents requesting some resource at
time t , and the set of conflicting agents A Ac(t).
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Definition 7 A coordinated schedule is a schedule free of
conflicting requests, that is,

∀t

|AR(t)|
∑

i=1

qij ≤ ̂Qj, ∀j ∈ {1..M}

Agents are selfish, and have a private utility function that
enables them to interact in order to decide upon a coordi-
nated schedule.

Definition 8 Each agent ai has a utility function ui : S → R

that allows it to express to the other agents in the community
about the utility of its schedule.

Let U be the set of all utility functions, u1, . . . , uN . Re-
garding the complete multi-agent system, an objective func-
tion f : S × U → R can be defined, so the best coordinated
schedule is the one that optimizes (maximizes or minimizes)
it. Thus, we are faced with the problem of finding such best
coordinated schedule. Choosing one or another f function
would cause a different social welfare, as stated in the previ-
ous section. Since we are interested in treating equally all the
agents, we focus on objective functions that provide egalitar-
ian solutions.

3.1 Example

For instance, consider that we have three resources,
{r1, r2, r3} with the maximum available units of 6, 5 and
6 respectively (̂Q = (6,5,6)) and four different agents
{a1, a2, a3, a4} that request them according to the following
data:

S1 = {req1
1, . . . , reqk1

1 , . . . reqn1
1 }

S2 = {req1
2, . . . , reqk2

2 , . . . reqn2
2 }

S3 = {req1
3, . . . , reqk3

3 , . . . reqn3
3 }

S4 = {req1
4, . . . , reqk4

4 , . . . reqn4
4 }

with,

reqk1
1 = (Qk1

1 ,0,3)

reqk2
2 = (Qk2

2 ,2,2)

reqk3
3 = (Qk3

3 ,0,3)

reqk4
4 = (Qk4

4 ,3,1)

and,

Q
k1
1 = (2,5,0)

Q
k2
2 = (2,1,3)

Q
k3
3 = (1,0,0)

Q
k4
4 = (5,2,0)

According to their starting times, the active requests at
time t = 0 are A R(0) = (reqk1

1 , reqk3
3 ). There is no conflict

at this time (A Rc(0) = ∅) since the resources required by
these requests do not exceed the available units.

However, at time t = 2, we have A R(2) = {reqk1
1 ,

reqk2
2 , reqk3

3 } (see Fig. 1 top). Looking carefully at the re-
sources we can see that there is a conflict on the use of
the second resource at this time (there are 6 units requested
when the available quantity is 5):

Q1 = r1,r2,r3

(2, 5, 0)

Q2 = (2,1,3)

Q3 = (1,0,0)

Total = (5,6,3)

̂Q = (6,5,6)

Thus, although reqk3
3 is also active at this time, it only

requests the first resource, which is not in conflict, there-
fore it is not included in the conflicting request set, and thus
A Rc(2) = {reqk1

1 , reqk2
2 }.

4 Auction-based schedule coordination

Given a set of agents’ schedules, composed by bundles of
shared resources requests, schedule coordination consists on
arriving to a compromise in the use of the resources so that
none of them is overused and without changing the agents
activity, thanks to the use of buffers. The resources can be
used by several agents at the same time, while keeping the
resources under their capacities.

To solve this scheduling problem, we could opt for a cen-
tralized approach (for example as in [2]), which given all
the resources requests, generates a new schedule for each
of the agents, without any conflict between simultaneous
uses. Such a centralized approach implies that the central
scheduler would make all the decisions. However, such deci-
sions should be made by each of the agents, since they may
not be willing to disclose private information related with
their decision-making mechanisms. Thus, in order to pre-
serve privacy, we have chosen to use a distributed approach
for coordinating the schedules. Besides the agents compet-
ing for the resources, there is an additional agent that is in
charge of performing this coordination (coordinator agent).
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Fig. 1 Example of request conflicts. Top: conflict between agent a1
and agent a2. Bottom: conflict between agent a2 and agent a4 after
delaying the a2 requests

4.1 Coordination mechanism

The mechanism proposed in this work is the following.
A coordinator agent is set to deal with the scheduling co-
ordination process. Then, all the agents inform the coor-
dinator agent about the resources they want to use for a
pre-established period of time (one week schedule, a fort-
night, etc.). These different requests may be conflicting,
since some agents may be interested in the same resources
at the same time, and the number of units of each re-
source is limited. When such a conflict is detected, the
agents involved are informed about it, and the coordina-
tion process (that is, the resource allocation) begins. The
coordinator agent has to select a subset of the conflicting
agents that will be authorized to use the resources, while
some others will have to delay their resource usage. For
this purpose, agents have a buffer that intermediates be-
tween the agent activity and the resource usage, so that
loser agents are not forced to change their planned activ-
ity.

The resolution is done in a sequential way, treating one
conflict at a time in chronological order. Once the current
conflict is solved, the involved agents are informed about
the resolution, and then each agent updates its resources use
schedule. In case that an agent has not been authorized to
use the resource at a given time, internally, the activity of the
agent would not change, but instead of using the resources
directly, it would use the buffer. That means that the agent
will require the denied resources in a later period of time, in
order to empty the buffer. For this purpose, the agent elab-
orates a new schedule reflecting such new requests, and in-
forms the coordinator agent about it. This iterative process

Algorithm 1 Coordinator agent pseudo-code
1: receive schedules from agents
2: while not all requests authorized do
3: for all time steps do
4: if no conflict during current time then
5: authorize current requests
6: else
7: solve conflict
8: inform agents about resolution
9: break for loop

10: end if
11: end for
12: receive updated schedules from agents
13: end while

is performed until all requests are authorized by the coor-
dinator agent according to the pseudo-code shown in Algo-
rithm 1.

For instance, in the previous example, if agent a2 loses
the first auction, it would delay its requests until time t = 3
(see Fig. 1 bottom). At this time, the active requests are
A R(3) = {reqk2

2 , reqk4
4 }, all of them being in conflict (i.e.

A Rc(3) = A R(3)), since there are only 6 units of the first
resource and the total demand is for 7. So a new auc-
tion starts; as a solution of it, one of these conflicting re-
quests would be delayed, and the coordinated schedule fi-
nally achieved.

We can see that the two main points of the coordination
process are the conflict detection and conflict resolution. Re-
garding the latter, we propose the use of auctions. On the
other hand, conflict detection has been formalized in the
previous section: for each time t , the coordinator tests for
conflicting resources A Rc(t); when one is found, the co-
ordinator solves the problem by using an auction process.
However, as auctions are recurrent, special attention should
be paid in order to avoid possible cycles in solving the prob-
lems. That is, past auctioned solutions should not be revis-
ited again. In the remaining of this section, we explain the
details of this mechanism, mainly, the basic auction proce-
dure, the bidding policy, the winner determination problem
and the pricing mechanism.

4.2 Auction model

The goal of the auction is to select a subset of agents,
which will be authorized to use the resources. The remaining
agents should delay their resource use by using their buffers.
The starting point of the conflict is the starting time of the
request that first causes the restriction to be violated. The
end time of the conflict is set to the time when the resources
capacities constraint is met again. This end time is needed
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by the losing agents, so that they know when is the earliest
time they can try again to get the desired resources.

In our resource allocation process, the items are the re-
sources, the bidders are the agents in conflict, and the auc-
tioneer the coordinator agent. Since we have several re-
sources and agents requests for bundles of them, we deal
with Combinatorial Auctions [8]. Moreover, given that there
are multiple units of each resource, it becomes a Multi-Unit
Combinatorial Auction (MUCA).

The auctioneer agent calls for an auction in which the
conflicting agents can place their bids to obtain the re-
sources. So the participants in the auction are the agents in
the agent conflicting set, A Ac(t).

However, to avoid cycles, the amount of resources to be
auctioned varies depending on the solution of past auctions.
That is, if agent ai has participated in a previous auction at
time t regarding a conflicting resource j involved in the reqi

request, winning the resource at that time, and at a later time
t ′ this request is still active, the agent request should not be
involved in the auction at time t ′. Otherwise, the outcome of
auction at time t ′ could invalidate the outcome of auction at
time t . Thus, the past auction should be repeated again, with
the danger of causing a loop in the process. Figure 2 shows
an example of such a situation. In solid line, the requests
involved in the first auction are shown, while the dashed line
encircles the requests involved in the second auction. Is it
possible to see that the first request of agent 1 is common to
both sets.

Let then o(n) be the outcome of the n-th auction. Note
that auctions are not performed at each time t but only when
a conflict arises. So the time step is a unit, while the period
between auctions can change.

For the sake of simplicity, the conflicting requests of
A Rc(t) that motivates the n-th auction can be renamed
as req1(n), req2(n), . . . , reqNC(n), being NC = |A Rc(t)|.
Analogously, we can note by A Rc(n) the requests that par-
ticipate in the n-th auction. Then, conflictingAgent(reqi (n))

refers to the agent that requires any request involved in the
conflict, and quantity(reqi (n), j) the units of the j -th re-
source in conflict.

Definition 9 An auction outcome o(n) is characterized by
the requests performed by all the agents in the conflict set
A Ac(n) and a binary variable for each of them that specifies
whether the request has been awarded or not. That is,

o(n) = {(req1(n), y1(n)), (req2(n), y2(n)), . . . ,

(reqNC(n), yNC(n))}

Then, if yi(n) = 1 it means that the reqi (n) request was
awarded. Conversely, if yi(n) = 0, it means that it was not.

Thus, the requests of an auction should not contain re-
quests already awarded in previous auctions. For this pur-

pose, we define the set of requests that are in common as
follows.

Definition 10 The set of common requests C R(n) between
auction n and the previous ones is defined as the requests
awarded in any of the previous auctions that appear in the
conflicting set of the next auction, A Rc(n). That is,

C R(n) = {reqi (n)|reqi (n) ∈ A Rc(n) and ∃n′, i′

(n′ < n and reqi′(n
′) ∈ A Rc(n′)

and reqi (n) = reqi′(n
′)

and yi′(n
′) = 1)}

Then, we can define the reserved resource capacity ac-
cording to the requests that cannot be auctioned again.

Definition 11 The reserved resource capacity Cj (n) of the
j -th resource for the n-th auction is the amount of units al-
ready assigned to agents in a previous auction. That is,

Cj (n) =
∑

reqi (n)∈C R(n)

quantity(reqi (n), j)

Thus, if ̂Qj is the total amount of units of the j -th re-
source, according to the reserved resource capacity, the units
that the auctioneer can sell in the n-th auction are the follow-
ing:

̂Qj(n) = ̂Qj − Cj (n)

Analogously, regarding agents, the ones that have won
the request in a past auction would not participate in
the next auction n with the same request. That is, if
conflictingAgents(C R(n)) are the agents that won in some
previous auction a request common to the n-th auction,
and A Ac(n) the conflicting agents of the n-th auction (so
that conflictingAgents(C R(n)) ∈ A Ac(n)), then, automat-
ically conflictingAgents(CR(n)) are considered winners.
The other way around, the agents that participate in the n-th
auction are:

̂A Ac(n) = A Ac(n) \ conflictingAgents(C R(n))

Then, these agents send a bid expressing the interest on
their requests, and, once the auctioneer has received all the
requests, it decides the next winners according to the winner
determination algorithm.

4.3 Bidding policy

Each bid sent by the bidders has the following form:

bi = {reqi , vi}
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Fig. 2 Example of request
conflicts between two
consecutive auctions

The first component of this tuple contains the character-
istics of a request, as described in the previous section (re-
sources quantities requested, start time and duration). Thus,
we can rewrite a bid by explicitly showing the combination
of resources embedded in a request as follows:

bi = {((qi1, . . . , qiM), si , di), vi}

so that combinatorial and multi-unit qualification of the auc-
tion is clearly stated.

The second component, vi ∈ R
+, is the value the cor-

responding bidder agent gives to the resources. A high bid
indicates that the agent really needs (or wants) to use them,
while a low bid indicates that the agent could wait before
using the resources.

In our current model we have two assumptions regarding
how agents decide upon their utility value. First, agents are
honest. That means that they do not learn from past inter-
actions in order to take advantage of the knowledge of the
market. Second, agents are assumed to bid independently
of their welfare. Thus, their bid value strictly depends on
their internal information and necessities for achieving their
goals. Observe, also, that the bidding policy is related to the
utility functions described above: while the bid values ex-
press the interest on a single request of the scheduling, the
utility does it regarding the overall agent’s scheduling.

Note that each agent participating in the auction (that is,
in ̂A Ac(n)) can send more than one bid, so the agent can ex-
press combinations that can differ from the original requests
in conflict.

4.4 Winner determination problem

The goal of the auctioneer agent is then to select the winners
that maximize a given objective function, subject to the con-
straints established by the resources capacities. Formally, to
find the winners of the auction, the auctioneer agent must
solve the following optimization problem, known as the
winner determination or auction clearing problem, which,
being equivalent to a multi-dimensional knapsack problem

[15], is NP-hard:

max
NB
∑

i=1

xi · g(bi)

s.t.
NB
∑

i=1

xi · qij ≤ ̂Qj(n), ∀j ∈ {1..M}
(1)

where:

− NB is the total number of bids,
− xi ∈ {0,1} represents whether bid bi is assigned the re-

sources (xi = 1) or not (xi = 0)
− g(bi) is the contribution of request i to the objective

function to be maximized (minimized).
− qij is the quantity of resource j requested in bid bi ,
− ̂Qj(n) is the number of available units of resource j , tak-

ing into account the reservation issues of Definition 11.

There are different possibilities to model the g function,
depending on the application domain. For example, g could
be the value of the bid, or the value of some risk measure (if
we have some information about the agents’ trust and rep-
utation), or a tradeoff of both, among others. Note, that g

is at some extend related to the f function (see Definition
8). That is, g tries to express the interest of the auctioneer
in a single auction, while f measures the wellness of the
coordinated schedule after all the auctions have been com-
pleted.

If there is the free disposal condition, then the auction-
eer can keep some of the units of the resources if the ben-
efit is higher. However, this free disposal condition has to
be minimized when dealing with perishable resources, as it
can produce what is known as the resource waste problem.
Since we are dealing with this kind of resources, we do not
consider this condition, and therefore the auctioneer tries to
allocate as many resources as possible.

For solving the winner determination problem presented
in (1), we could use specific algorithms as the ones presented
in [8] or some linear programming tool. For the experiments
we have performed so far, the GNU Linear Programming
toolkit [12] is fast enough. However, should the problem
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size increase (due to more agents or more resources in the
system), we could use more efficient algorithms or software
(e.g. CPLEX, specialized CA algorithms). Moreover, we are
currently working on the development of a solver for multi-
unit combinatorial auctions that should better fit the charac-
teristics of our problem [19]. Once it is completely finished,
we will use it as the winner determination algorithm for our
coordination mechanism.

4.5 Pricing mechanism

The coordinator does not gather any compensation for the
use of the resources, since, as stated above, agents bid inde-
pendently of their welfare. In some sense, this assumption
skips the asymmetric balance problem that occurs in recur-
rent auctions. Although prices should be introduced in order
to positively compensate agents that follow the coordination
agreements (as well as penalties to the agents that do not),
we leave this issues for future work. Thus, in the rest of the
paper we will not deal with the problematic of the pricing
mechanism.

5 Adding fairness

The auction process is repeated every time a new con-
flict is detected. This leads to a Recurrent MUCA model
(RMUCA), where the same bidders are continuously com-
peting for the same resources. One of the main concerns in
recurrent auctions is to keep the agents interested in partic-
ipating in the auction. If only a small subset of the agents
wins the auctions, the rest of the agents may decide to leave
the marketplace since they are not getting any benefit, in
what is known as the bidder drop problem [17].

To avoid, or somehow decrease, the bidder drop prob-
lem, the recurrent auction process should have some degree
of fairness, so that every agent has some possibility of win-
ning from time to time. This would keep the agents attracted
in taking part in the auction, which would benefit the global
performance of the system. The inclusion of fairness can be
somehow acting against optimality, since the result of an
auction may differ from the optimal solution if a subopti-
mal solution is fairer. However, its long-term effect can have
a better performance than a pure utilitarian view, since the
duration of the recurrent auction may be longer with satis-
fied agents and the final outcome could be much higher. We
have called this egalitarian approach to recurrent multi-unit
combinatorial auction as Egalitarian Recurrent MUCA (or
ERMUCA).

There are many ways in which fairness could be intro-
duced into the auction. We have chosen to use a priority
mechanism that takes into account the history of each agent
in previous auctions. Since we are dealing with coordinated

but uncontrolled resources, priority helps the coordinator to
model possible agents’ behaviors that use the resource even
when they are not authorized to do so. That is, although
agents are honest, if they have their schedules continuously
delayed, their buffers can become full and forced to use the
uncontrolled resource. Thus, priorities try to capture this in-
formation related to the urgency to fulfill the agents necessi-
ties; or the other way around, they avoid having disobedient
agents.

5.1 Priority model

Each agent ai is assigned a priority value pi in [0,1]. A high
priority value indicates that the agent should be authorized
to use the resources. Conversely, a low priority value indi-
cates that it would not be unfair to deny resource use to a
given agent.

The priority values could be used by the clearing algo-
rithm in very different ways: they could be transformed into
new constraints to be satisfied by the solution, or directly
designate the set of winning agents, among others. We have
decided to use the priorities as a modifier of the bids sent by
the agents.

More precisely, given a bid value vi of an agent with pri-
ority pi , a new bid value is computed as

v′
i = h(vi,pi) (2)

This new value is the one used by the clearing algorithm
to find the solution to the auction. The function h can also
be designed in many ways, and it defines how much the fair-
ness affects the auction solution. For example, when using
the product h(vi,pi = vi · pi ), fairness strongly affects the
outcome of the auction.

5.2 Priority learning

Priorities are updated after each auction run and handled by
the coordinator. They are related to the subjective probabil-
ity that an agent disobeys due to their impossibility of ac-
cessing to the resources along the auction process.

Let o(1), . . . , o(L) be the outcomes of the L auctions
performed so far. We define a time window of length w

corresponding to the last w observations, {o(L − w +
1), . . . , o(L)}. Let Ow be the set of all possible observa-
tions in a w length window frame. Then, priority is defined
as a function p : Ow × A → [0,1]. For example, p can be,
among others:

1. the ratio between the number of times an agent has won
an auction and the number of times an agent has partici-
pated in an auction

2. the ratio between the accumulated resources units an
agent has won and the total resource units requested
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3. the ratio between the diversity of the resources won by
an agent and the diversity of the resources requested

Then, the priority pi of an agent ai is updated after each
auction as follows:

pi = p({o(L − w + 1), . . . , o(L)}, ai) (3)

From (3), it can be seen that the priority of an agent only
depends on the history of the auctions it has participated in,
and is independent of what the other agents requested. Obvi-
ously, there is some indirect dependency between the agents,
since the requests of all agents affect the outcome of the auc-
tion; however, when computing an agent’s priority, only its
requests and the outcomes of the auctions are taken into ac-
count.

In the following section we show different priority com-
putation methods applied in the Waste Water Treatment do-
main.

6 Application: waste water treatment systems

Water is a vital natural resource, not only for urban and in-
dustrial consumption, but also as the main element to main-
tain any natural environment. Thus, the need of having a
good treatment system is basic in order to account for the
high demand it suffers. Moreover, the increase in population
growth and industrial activity results in the harmful effect
of having more contaminated waters, therefore making the
treatment task harder.

Figure 3 depicts a typical water treatment system. The
waste discharges from the industries are directed to the
Waste Water Treatment Plant (WWTP) through the sewage
system; these discharges are then treated in the plant, and the
cleaned water is put into the river [13]. In order to ensure a
proper treatment, two conditions must be met:

− Keep the incoming water flow below the WWTP hy-
draulic capacity (that is, the amount of water the plant
can absorb at any instant in time); otherwise, the over-
flowed water goes to the river without receiving any treat-
ment, increasing its contamination level.

− Keep the contamination level of the incoming water be-
low the WWTP treatment capacity. Contamination is de-
fined by a set of quality variables: oxygen demand, ni-
trogen level, etc. If the level of any of these variables
is above the WWTP capacity, the water cannot be fully
treated, increasing the contamination of the river. More-
over, if the levels were too high the whole treatment
process could have to be stopped until these were regen-
erated. During this time, the plant could not accept any
incoming water and it would be redirected to the river
without any treatment.

Regulations regarding waste discharges already define
the maximum amount of waste and the contamination level
allowed to the industries. However, these are not sufficient
to ensure the two conditions mentioned above. The prob-
lem is that regulations do not take into account that the
WWTP thresholds can be exceeded when several industries
discharge simultaneously. In such cases, none of the indus-
tries would be acting against the law, but the effect could
cause overflow or overcontamination of the water arriving
at the plant. Thus, it is easy to see that some coordination
is needed in order to distribute the discharges so that they
do not expose the plant to any dangerous situation. This co-
ordination would improve the health of the river and its en-
vironment, and is directed towards a more integrated man-
agement of the river-basin. Being aware of this problem,
the Laboratory of Chemical and Environmental Engineer-
ing (LEQUIA) of our university presented us the challenge
of developing a mechanism to deal with these issues.

6.1 System modelling

To reflect the physical separation between the different ac-
tors in this scenario (industries on one side, and the treat-
ment plant on the other), we have modelled the Waste Wa-
ter Treatment System as a multiagent system in which in-
dustries have been represented as bidding agents, and the
WWTP as the auctioneer agent. The use of the multiagent
system not only provides for greater privacy to each agent
(since they only have to reveal minimal information), but
it would also permit us to extend the system with other
agent mechanisms when needed (such as learning, negoti-
ation, etc.).

The shared resources are the hydraulic capacity of the
WWTP and its contaminants levels (one resource per conta-
minant). For example, a given industry can require the fol-
lowing bundle of resources to perform one of its activities
(COD is the Chemical Oxygen Demand, BOD is the Bio-
logical Oxygen Demand, TKN is the Total Kjeldhal Nitro-
gen and TSS is the Total Suspended Solids):

({flow = 2250 m3/day,COD = 1500 g/m3,

BOD = 500 g/m3,TSS = 750 g/m3,NKT = 40 g/m3},
start = 10 h,duration = 30′)

In order to apply our coordination mechanism, we as-
sume that each industry has a tank (buffer) of a given capac-
ity in which the unauthorized discharges can be temporarily
stored. This assumption is plausible since currently most of
the industries are already implementing retention tanks for
different purposes.

To calculate the bid value of industry i for discharge d ,
vid (recall that an agent may send more than one bid at the
same auction), the industry agent ai takes into account the
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Fig. 3 Water treatment system

urgency for performing the discharge, based on the reten-
tion tank occupation of the industry. This urgency has been
modeled according to the following expression:

vid =
[

1

1 + e−α(2xid−1)
· (1 − min)

]

+ min (4)

where min is the minimum value of a bid, α is a parame-
ter indicating the function’s slope and xid is the percentage
of occupation of the tank taking into account the actual dis-
charge:

xid = tank occupationi + discharge volumeid

total tank capacityi

In case an industry agent has its discharges denied, it tries
to store the rejected discharge into the tank. However, if its
tank is full, it disobeys and discharges anyway to the WWTP.
The waste stored in the retention tank generates a new dis-
charge request (or more if it is splitted), which will be treated
as any other “normal” discharge. Moreover, the industries
are allowed to perform two simultaneous discharges, one
from the tank and one from production.

To calculate the priority pi of agent ai , the results of the
past auctions are taken into account (see Sect. 5). In the cur-
rent implementation we are using all of the auctions’ out-
comes, that is, the time window is set to L, the total number
of auctions performed so far, and O(L) = {o(1), . . . , o(L)}
is the sequence of outcomes. Then, we have used two dif-
ferent methods for computing the priorities; the first one
is based on the percentage of number of denied discharges
(PD) and it is computed as follows:

pPD
i (O(L), ai) = denied dischargesi (O(L)) + 1

total requested dischargesi (O(L)) + 2

The second method is based on the percentage of volume
denied (PV), and it is computed similarly:

pPV
i (O(L), ai) = denied volumei (O(L)) + 1

total requested volumei (O(L)) + 2

The initial priority of each agent is 0.5. Then, the priority
is progressively and smoothly decreased as no conflicts arise
and the agents have their discharges authorized. When an
agent participates in an auction and its discharge is denied,
its priority is increased.

The function chosen to modify the industry’s bid ac-
cording to its priority changes the value sent by the indus-
try (see (2)). So, given vid , the bid value by agent ai for
discharge d and its priority, pi , the actual value used is
v′
id = h(vid ,pi) = vid · pi .

In order to create more realistic scenarios, the behaviour
of the industries have been simulated allowing them to dis-
obey the WWTP decisions. This disobedience is modeled
by a probability function that depends on the tank occupa-
tion. The probability that an industry disobeys is modelled
as follows:

P =
[

1

1 + e−α(2x−1)
· (1 − min)

]

+ min (5)

where x is the tank occupation, α is a parameter indicat-
ing the function’s slope, and min is the minimum probabil-
ity value returned by the function. With such function, the
probability to disobey increases as the tank occupation level
is higher. This function is the same as the bid value, so when
the bid value is high the probability of disobey is also high.

6.2 Implementation

To evaluate the proposed mechanism, a prototype of the sys-
tem has been implemented using Repast [22], a free open
source software framework for creating agent based simu-
lations using the Java language. The simulation reproduces
the process and the communication between the WWTP and
the industries performing waste discharges.

7 Experimental results

We have tested the system in four different scenarios:
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− In the first scenario there is no coordination among the
industries.

− The second one uses the coordination mechanism and as-
sumes that the industries always obey the WWTP deci-
sions, as long as they have enough tank capacity.

− The third and fourth scenarios use coordination and the
industries are allowed to disobey the WWTP decisions.
In the third scenario the industries disobey the WWTP
using (5) with min = 0.

− In the fourth scenario the industries disobey the WWTP
decisions with min = 0.1.

The scenarios with coordination have been tested without
priorities (RMUCA) and with priorities (ERMUCA), then
we have used the two formulas for priorities, PD and PV .

In order to evaluate the system we have considered some
quality measures based on different characteristics of the
solution. Each of these characteristics, or a combination of
them, could be used as the criteria to select which is the best
schedule (the f function presented in Definition 8):

− number of overflows (NO) occurred during the execution
of the schedules

− maximum flow overflowed (MFO), measured in m3/day
− total volume overflowed (VO), in liters
− minimum percentage of authorized discharges (%MAD)

among all agents
− standard deviation of percentage of authorized dis-

charges (DAD)
− percentage of buffer discharges (%BD)
− standard deviation of percentage of buffer discharges

(DBD)
− percentage of discharge denials being obeyed by the in-

dustries (%IO)
− percentage of discharge denials disobeyed due to the dis-

obey function (%IDF)
− percentage of discharge denials disobeyed because the

industries’ tanks were full (%IDT)

The first three measures (NO, MFO and VO) reflect the
overall performance of the system, from the point of view of
the Treatment Plant. The lower these values, the more vol-
ume of waste water the plant has been able to successfully
treat. The next four (%MAD, DAD, %BD and DBD) con-
cern the fairness of the coordination mechanism. The min-
imum percentage of authorized discharges (%MAD) mea-
sures the worst case scenario an agent could face, so it can
be seen as a lower bound on the performance any partici-
pating agent could have. On the other hand, the use of the
buffer (%BD) measures how much the coordination mecha-
nism has affected the original schedules of the agents. The
deviations (DAD and DBD) measures how equally distrib-
uted are the negative effects of the coordination. Finally, the
last three measures (%IO, %IDF and %IDT) reflect the obe-
dience level of the agents when using the mechanism.

The experiments consisted of twenty simulations using a
set of real data provided by LEQUIA of 4 industries dur-
ing two weeks. The first one is a Pharmaceutical industry
that increases its discharge flow during the week and does
not perform any discharge during the weekend. The second
one is a slaughterhouse that discharges a constant flow, ex-
cept at the end of the day when it increases the discharge
flow. The third one is a paper industry that discharges a con-
stant flow during the seven days of the week. The fourth one
is a textile industry, whose discharge flow oscillates during
the day. In addition to these industries, we also consider the
waste water coming from the city sewage. Although the flow
coming from the city is not treated as an industry (since it
cannot be stopped) and does not participate in the auctions,
it affects the flow available for the industrial discharges. The
hydraulic capacity of the WWTP is 32000 m3/day and we
have selected the following constraints: a maximum BOD
of 140 g/m3, a maximum COD of 900 g/m3, a maximum
TKN of 85 g/m3 and a maximum TSS of 430 g/m3.

Tables 1, 2 and 3 show the average and standard deviation
of the twenty executions. The results show that with sched-
ule coordination the number of overflows (NO), the max-
imum flow overflowed (MFO) and the volume overflowed
(VO) are reduced (note one order of magnitude reduction in
volume overflowed in Table 1). Moreover, with priorities the
reduction is even higher.

Comparing the simulation with and without priorities the
best results obtained in the second scenario with priorities
are due to the reduction of the disobedience (%IDF and
%IDT values) and the consequent increment of the %IO
value (see Table 2). The priorities permit that the percent-
age of tank occupation be homogeneous. That is, if an in-
dustry has a discharge denied, it stores it in the tank. At
the same time, its priority is increased so in a next auction
round, it has more chances to get an authorization to empty
the tank. If priorities are not used, the tank occupation could
be continuously increasing, forcing the industry to disobey,
as happens in the RMUCA scenario (see the %IO results
on Table 2). Conversely, an industry that has always had its
discharges authorized, has its tank empty, but its priority is
low. Thus, it has few chances of winning a new authoriza-
tion, and probably its tank occupation will increase. In the
end, the tank level is homogeneous for all the agents.

Observing the results of scenario 2 (Obeying industries)
in Table 3, we can see that the minimum percentage of
authorized discharges (%MAD) obtained with priorities is
higher than without priorities. Also the standard deviation
of authorized discharges (DAD) is lower with priorities than
without priorities. This means that the difference between
agents is reduced with the use of priorities, increasing the
fairness of the system and reducing the effects of the bidder
drop problem. We can also see this effect in Fig. 4, which
shows the percentage of authorized discharges for each in-
dustry, without priorities and with both types of priorities
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Table 1 Experimental results
(average and standard deviation) NO MFO VO

w/o coord 80.00 9826.00 15213000.00

(0.00) (0.00) (0.00)

Obeying RMUCA 24.00 4996.00 2917420.00

(0.00) (0.00) (0.00)

ERMUCA PD 21.00 4996.00 2544730.00

(0.00) (0.00) (0.00)

ERMUCA PV 22.00 4996.00 2604440.00

(0.00) (0.00) (0.00)

Disobey RMUCA 54.30 14313.35 9054222.55

min = 0 (4.31) (1289.01) (238358.66)

ERMUCA PD 53.20 14502.90 8961188.80

(3.11) (1353.67) (139828.04)

ERMUCA PV 53.15 13918.15 9004427.90

(3.36) (1084.13) (198402.56)

Disobey RMUCA 104.35 13963.85 11505287.05

min = 0.1 (5.06) (1262.89) (237799.94)

ERMUCA PD 102.40 14037.70 11495497.50

(6.57) (1729.73) (403159.95)

ERMUCA PV 102.45 13959.65 11465226.30

(5.23) (1615.38) (291274.80)

Table 2 Industries obedience
results (average and standard
deviation)

%IO %IDF %IDT

Obeying RMUCA 98.28 – 0.72

(0.00) (0.00)

ERMUCA PD 99.36 – 0.64

(0.00) (0.00)

ERMUCA PV 99.34 – 0.66

(0.00) (0.00)

Disobey RMUCA 99.08 0.92 0.00

min = 0 (0.12) (0.12) (0.00)

ERMUCA PD 99.05 0.95 0.00

(0.12) (0.12) (0.00)

ERMUCA PV 99.05 0.95 0.00

(0.11) (0.11) (0.00)

Disobey RMUCA 97.43 2.57 0.00

min = 0.1 (0.23) (0.23) (0.00)

ERMUCA PD 97.47 2.53 0.00

(0.26) (0.26) (0.00)

ERMUCA PV 97.51 2.49 0.00

(0.15) (0.15) (0.00)

presented above. We can observe that when priorities are

not used, the difference between the industries (which cor-

responds to DAD) are higher than when using priorities,
while the average values are similar (64.20% without priori-



60 J. Murillo et al.

Table 3 Fairness results
(average and standard deviation) %MAD DAD %BD DBD

Obeying RMUCA 59.45 3.46 15.83 3.36

(0.00) (0.00) (0.00) (0.00)

ERMUCA PD 60.57 2.83 16.24 3.08

(0.00) (0.00) (0.00) (0.00)

ERMUCA PV 60.94 2.41 16.44 3.51

(0.00) (0.00) (0.00) (0.00)

Disobey RMUCA 62.35 6.57 13.18 2.10

min = 0 (0.42) (0.38) (0.29) (0.27)

ERMUCA PD 62.18 6.20 12.98 1.87

(0.48) (0.36) (0.20) (0.23)

ERMUCA PV 62.24 6.55 13.23 2.14

(0.49) (0.34) (0.32) (0.33)

Disobey RMUCA 65.85 7.05 12.38 0.81

min = 0.1 (0.43) (0.26) (0.31) (0.34)

ERMUCA PD 65.45 7.03 12.35 0.95

(0.55) (0.22) (0.45) (0.30)

ERMUCA PV 65.56 7.24 12.47 0.79

(0.53) (0.27) (0.38) (0.36)

ties, 63.98% with priority PD and 64.24% with priority PV).
Thus, when using them, the distribution of authorization is a
bit fairer.

The %BD and DBO values show the utilization of
buffers and represents the difference between the initial in-
dustries’ schedules and the final schedules after coordina-
tion. It can be observed that when using priorities, these val-
ues are reduced, thus indicating that the impact on the in-
dustries’ original schedules is minimized.

In the scenarios with disobedience the difference between
using priorities or not using them is minimal due to the ran-
dom behavior of the industries, which causes the priority
values not being aligned with the real situation of each in-
dustry (i.e. an industry that has a discharge not authorized
but disobeys the decision of the coordinator will empty its
tank, however, its priority will be increased since it has been
denied to discharge). This issue should be taken into ac-
count in the future when computing the priorities of the in-
dustries, thus better modelling the real situation of the sys-
tem.

8 Related work

There are many approaches to handle schedule coordina-
tion: use a divide-and-conquer strategy [6, 24], solve it as a
constraint optimization problem [7], or use auctions [9, 11],
among others. We have followed the latter option, use a

market-approach to coordinate the schedules. The character-
istics of our problem makes the auction to be continuously
repeated, thus dealing with a recurrent auction. This kind of
auction is recently being used for e-services markets, such
as assigning advertising time in public displays [20] or in
networking markets [17].

This latter work is closely related to our problem, since it
tackles the bidder drop problem. We are also very interested
in this problem, since we need to incentivize the agents to
participate in the coordination process. In [17] the problem
is solved by defining a more flexible winner determination
algorithm, which takes into account the bidder’s outcome
history in past auctions. The goal of their work is to incen-
tivize the bidders to stay in the market place, so that the
prices do not collapse. We also use this history in order to
compute the agents’ priorities, however our objective is not
economic but to obtain a fair distribution of the discharge au-
thorizations. Regarding fair distribution of resources, it has
also been studied in decentralized scenarios [4, 10]. How-
ever, in these works, the distribution is done through negoti-
ation among the agents, and does not contemplate the use of
auctions.

Finally, regarding work on waste water treatment sys-
tems, there has been much research on the internal treatment
processes, but very little on coordinating the different sys-
tems involved. In [21] a negotiation approach to coordinate
different WWTPs treating the same river basin is presented.
However, the elements being coordinated in this work are
the plants, leaving the industries aside.
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Fig. 4 Distribution of
authorized discharges among
the industries

9 Conclusions and future work

In this paper we have presented a mechanism to coordinate
schedules that have already been generated by selfish agents
competing for a set of limited resources. Through the co-
ordination, the individual schedules are adapted whenever a
conflicting situation is detected. The new schedules contain
a sequence of resources use that is distributed over time and
decrease the risk of possible system failures (i.e. resources
overuse). The core of the coordination mechanism is a multi-
unit combinatorial auction (MUCA), in which agents can
bid for the right to use a set of resources at a given time.

The auction is repeated each time a conflict arises, fac-
ing then a recurrent-MUCA model. In addition, we propose
an egalitarian mechanism for the winner determination (ER-
MUCA) in which a priority mechanism allows the introduc-
tion of fairness in the assignment of resources. With this
mechanism, the assignments are evenly distributed among
the agents. This is a very desirable property of a coordina-
tion mechanism, since it incentivizes agents to participate in
it.

We have applied the mechanism to a waste water treat-
ment system. In this scenario, different industries compete
for performing waste discharges that require different re-
sources of the plant. The results obtained through simulation
show that the coordination mechanism achieves the goal of
maintaining the resources below the WWTP thresholds. The
results also show that the use of priorities provides a fairer
solution of the auctions. Moreover, we have shown that these
priorities add robustness to the solution, since even when the
industries do not comply with the outcome of the coordina-
tion process, the overall system performance is not drasti-
cally affected.

A strong assumption that we should relax is that agents
bid honestly. The mechanism should be prepared to deal
with strategic bidding (e.g. always bid the highest possible,
bid low to lose and increase the priority, or any other the
agent may come across). A possible solution could be the
introduction in the mechanism of reservation prices (that is,
the minimum price to which the auctioneer is willing to sell
a resource). The idea is that the auctioneer does not have a
single reservation price, as usual, but one for each bidder.
These reservation prices would be updated after each auc-
tion and they would adapt to the behavior of each bidder.
This approach has been tested in communication bandwith
assignment problems, achieving satisfactory results, and we
should study whether it could also fit the natural resources
scenario we are dealing with. Also in relation with the strate-
gic bidding, we should extend our model in order to deal
with incentive compatibility issues such as taxes, penalties,
discounts, etc. in order to complement our approach.

Unfortunately, as we have stated at the beginning, the cur-
rent costs of natural resources are too cheap to use them
as a unique motivation for industries to participate in the
scheduling coordination mechanism presented here. What
agents really want is to keep their current schedules, and
scheduling coordinations offers this, with the possibility of
getting a better social image as added value.
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