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Abstract

This work develops a novel approach to hide the senders and the receivers
of messages. The intuition is taken from an everyday activity that hides the
“communication pattern” – the public transportation system. To describe our
protocols, busses are used as a metaphor: Busses, i.e., messages, are trav-
eling on the network, each piece of information is allocated a seat within
the bus. Routes are chosen and buses are scheduled to traverse these routes.
Deterministic and randomized protocols are presented, the protocols differ
in the number of buses in the system, the worst case traveling time, and the
required buffer size in a “station.” In particular, a protocol that is based on
cluster partition of the network is presented; in this protocol there is one bus
traversing each cluster. The clusters’ size in the partition gives time and com-
munication tradeoffs. One advantage of our protocols over previous works
is that they are not based on statistical properties for the communication pat-
tern. Another advantage is that they do not require that all the processors in
the communication network are busy.

1 Introduction

Throughout the history encryption was used to hide thecontentsof transmitted
data. The rapid growth in the use of the Internet only increased the necessity of
encryption. However, encryption does not hide all the relevant information, for
example, it does not hide the identity of the communicating parties. In this work
we deal with the problem of anonymous communication – communication that
not disclose the identity of the sender and receiver.

We develop a novel approach to hide the senders and the receivers of mes-
sages. The intuition is taken from an everyday activity that hides the “commu-
nication pattern” – the public transportation system. For example, a traveler that
takes buses from one place to another remains anonymous, and it is hard to trace
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him. Metaphorically, we consider the pieces of information that senders send to
receivers as passengers. There are “buses,” i.e., messages, traveling on the net-
work, and each piece of information is allocated a seat within a bus. The sender
and receiver are modeled as bus stations. Our aim is to simulate this metaphor in
the digital world while keeping the anonymity of the sender and receiver. We will
also try the hide the information that a message is sent, that is, hide the number of
passengers on each bus.

Previous work. One of the first works to consider the problem of hiding the
communication pattern in the network is the work of Chaum [5] where the concept
of amix is introduced. A single processor in the network, called a mix, serves as a
relay. Each processorP that wants to send a messagem to a processorQ encrypts
m usingQ’s public key to obtainm′. ThenP encrypts the pair(m′,q) using the
public key of the mix. The mix decrypts the message and forwardm′ to q. This
scheme has been extended in [13, 14, 16, 17] where several mixes are used to cope
with the possibility of compromising the single mix. The mix schemes operate
under some statistical assumption on the pattern of communication. If a single
message is sent then an adversary that monitors the communication channels can
observe the sender and the receiver of the particular message. Another example
for a problematic case is when all the processors send a message to the same
destination – in this case the identity of the receiver is revealed.

Another approach is to use generic secure multi-party function evaluation pro-
tocols (see, for example, [12, 2, 6, 4, 3]). However, all these generic protocols are
complicated and require many rounds of communication; we suggest more ef-
ficient protocols for hiding the communication pattern. Furthermore, the above
solutions assume that there is a communication link between any two processors;
there are solutions without this assumption, e.g., [8, 15, 9].

An approach based on “xor-trees” has been presented in [11]. The scheme
presented in [11] fits long communication sessions during which the data xored
with pseudo-random bits (that cancel each other) is transfered towards the root
which in turn broadcast the arriving information to the nodes in the tree. The
solution presented in [11] is an extension of the DC-net approach suggested in [6].

Our contribution. We present solutions that do not rely on statistical proper-
ties for the communication pattern. In our solution, unlike the solution presented
in [11], not all the processors in the communication network are busy in the
transmission (when communication between two parties takes place). Moreover,
there is no need to store information (such as the result of xoring arriving bits) in
memory, thus it is more suitable for fault tolerant environment. For example, the
scheme may be a base for a robust anonymous message delivery by retransmitting
a newbusupon a time-out.

Let us note two additional important properties of our scheme. First note that,
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since the buses traverse the network in fixed routes and fixed schedule, the adver-
sary cannot learn whether there is any communication between the processors or
not. In addition, our scheme can cope with an adversary that monitors any number
of processors.

We also extend the scheme to cope with two extensions of the model: (1) pro-
tocols which work even if the topology of the network is unknown, (2) protocols
which tolerate Byzantine processors.

Organization. The rest of the paper is organized as follows. The problem state-
ment appears in Section 2. Two simple solutions that achieve minimum commu-
nication and minimum time, respectively, are presented in Section 3. A solution
that introduces a tradeoff between time and communication is presented in Sec-
tion 4. Lower bounds on the possible tradeoffs between time and communication
are presented in Section 5. Extensions for the case of Byzantine processors and
unknown topology appear in Section 6.

2 The System and Threat Models

We consider a network ofn processors, denotedp1, . . . , pn, connected bym com-
munication links. We use the communication graphG(V,E) to represent our net-
work, V is the set of processors andE is the set of communication links con-
necting the processors (that isn = |V| andm = |E|). We assume thatG is con-
nected. Processors communicate by sending and receiving messages. The system
is synchronous – there is a common globalpulse(possibly implemented by syn-
chronized distributed clocks) that triggers (whenever the clock reaches an integer
value) the processors to send messages, messages sent in a certain pulse, arrive to
the neighboring processor before the next pulse.

Some processor,pi , calledsender, may decide to communicate with another
(not necessarily neighboring) processorp j , called receiver. Our objective is to
hide the fact thatpi communicates withp j . That is, we want to hide the identities
of pi andp j . Furthermore, some of our protocols even hide the fact that a message
was sent. A protocol that achieves these goals is called ananonymous message de-
livery protocol. We note that the vast majority of known cryptographic techniques
focus on hiding thecontentsof the transmitted data, but not the fact that data has
been transmitted.

We consider two types of adversarieslistening adversaryandByzantine ad-
versary. The listening adversary, also known as a honest-but-curious adversary,
can monitor all the communication links and also monitor the internal contents
of the processors of the network. We do not allow the adversary to monitor the
internal contents of the sender or the receiver. (Otherwise, the adversary can eas-
ily identify the sender or the receiver.) This adversary is honest, i.e., it cannot
change any messages, delete messages, add any messages, or change the state of
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any processor.
The Byzantine adversaryis more powerful than the listening adversary. The

Byzantine adversary can monitor the communication links and the internal con-
tents of the processors of the network (except the memory of the sender and the
receiver). In addition, for some parametert, it can control up tot processors in
the network. These processors can insert messages, delete messages, or arbitrar-
ily change messages that they receive (before forwarding the messages). That is,
these processors can deviate from the pre-defined protocol.

We evaluate a solution by itstime complexity, its communication complexity,
and itsbuffer complexity: the time complexity is the worst case time required to
transmit a message from a sender to a receiver, the communication complexity is
the maximal number of messages that are sent simultaneously by the processors
in the network, and the buffer complexity is the buffer size required for each
processor to store incoming and outgoing messages in each time step.

2.1 Cryptographic Primitives

The first cryptographic primitive that we use isencryptionwhich guarantees the
secrecy of messages. That is, a sender can send an encrypted message such that
only the intended recipient can decrypt it. We will requiresemantic security–
the encryption is randomized and an eavesdropper cannot distinguish in polyno-
mial time between encryptions of any pair of messages. We consider two types of
encryption:

Symmetric key encryption. Both sender and receiver have a common secret
key, which is used for both encryption and decryption.

Public key encryption. The receiver has a secret private key which it uses for
decryption. Furthermore, the receiver publishes a public key which is used
for encryption by any sender; an eavesdropper cannot distinguish between
messages even if it has the public key.

Typical symmetric key encryption schemes are faster than public key encryption
schemes; however they require every pair of processors in the network to have a
common secret key.

The second cryptographic primitive that we use isauthenticationwhich guar-
antees that if a sender sends a message to a receiver and a third party alters this
message, then the receiver can detect this fact. Again we can consider two types:
(1) symmetric key authentication in which the sender uses the common key to
authenticate a message and the receiver uses the common key to verify the au-
thenticity of the message, and (2) public key authentication, known as signatures,
in which the sender uses its private key to sign a message and the receiver uses
the public key to verify the validity of the signature.
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3 Simple Solutions

In this section we present two simple protocols, one with optimal communication
complexity and another with optimal time complexity. In Section 4 we will gen-
eralize the ideas of these protocols, and present protocols that exhibit tradeoffs
between time and communication. In all our protocols we metaphorically view
each message as abus. The protocols vary according to the number of buses in
the system, and the way they travel in the communication graph.

3.1 Communication Optimal Protocol

We start with a solution with message complexity 1, i.e., in each time unit only
one processor sends a message to one other processor. Using our metaphor, there
is only one bus traveling in the system. We next define how the bus travels in
the communication graph. First, fix any spanning tree in the graph. Next, use an
Euler tour (that is, a DFS tour) of the spanning tree to define a ring. The bus
is rotating through the ring, and hasn2 seats. Seatsi, j is used to communicate
an encrypted message from processorpi to p j ; this message is encrypted either
using the symmetric key ofpi and p j , or using the public key ofp j (depending
which encryption infra-structure exists). Each time the bus gets to processorpi it
changes each message in therow of seatssi, j either to a message it wants to send
to p j , or to some detectable garbage. Furthermore,pi checks what messages were
sent to it, by decrypting then messages located in thei-th columnand ignoring
the ones containing garbage.

By the semantic security of the encryption, a listening adversary cannot tell
whether a seat contains garbage or a real message, i.e., it cannot tell if two proces-
sors are communicating. Next, we state the communication and time complexities
of or solutions. The communication complexity of this solution is optimal – there
is single bus. However, the time complexity is quite bad: it can take at most 2n−1
time units until the bus reaches the sender, and at most 2n−1 additional time units
until the bus reaches the destination. The buffer complexity of this protocol isn2.
We summarize the properties of this protocol below.

Theorem 1 There is an anonymous message delivery protocol with communica-
tion complexity1, time complexity O(n), and buffer complexity O(n2).

We emphasize again that since there is one bus, most of the time each pro-
cessor is not involved in executing this protocol and does not need to store any
information between two visits of the bus. Furthermore, by Theorem 4, the time
complexity in any protocol with communication complexity 1 isΩ(n).
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3.1.1 Reducing the Number of Seats

In this section we present a protocol that reduces the number of seats in each bus
assuming that not too many messages are sent simultaneously. We modify the
above protocol where instead of assigning a seat for any source/destination pair,
the sender writes its message in a randomly chosen seat (deleting the previous
contents of the seat). However, the sender wants to hide the fact that it wrote
a message to some seat, thus it will change the contents of all the seats in the
bus. To achieve this goal, the sender encrypts the message using the public keys,
in reverse order, of all the processors in the Euler tour between the sender and
receiver. When the bus gets to some processor, it replaces the contents of each
seat by the decryption of the previous contents under its private key. Next, if any
message makes sense, then the processor knows that this is a message sent to it,
and it changes it to a random contents. To determine the size of the bus that may
serve well under this policy we use the so-called birthday problem (or birthday
paradox). As an example, if you have a class of 23 students, then with probability
1/2 there will be two students with the same birthday. More formally,

Claim 1 Suppose k balls are randomly and independently assigned to m bins.
The probability that all balls fell into distinct bins is≈ e−k(k−1)/2m.

Assume that we have an upper boundk on the number of messages that will
be sent anonymously. Thus, if we take the size of the bus to bem = O(k2) then
the probability that two processors will randomly choose the same seat is less than
1/4. If we take the size of the bus to bem= O(sk2), for some security parameter
s, then the probability of a collision drops to 1−e−1/s≈ 1− (1−1/s) = 1/s.

Of course, if there is a collision then the first message gets lost. A possible
way to overcome this problem is that the recipient sends an acknowledgment to
the sender using the same seat. If the sender does not get the message, then the
sender resends the message. (The expected number of times that a message will
be sent is slightly above 1.) If a senderpi sees that it resends a message too many
times, thenpi can decide to double the size of the bus. However,pi does not
want to reveal that it is trying to send a message, thus it can send an anonymous
message to any other (random or fixed) processor to double the size of the bus.
Similarly, a processor that receives acknowledgments for several messages in a
row can send an anonymous message to reduce the size of the bus.

Another way to reduce the number of seats is to assume that each time the bus
gets topi it will send only one message.1 In this case, we can use a bus with only
n seats: Each processor has a single seatsi in the bus that can be used for sending
a message to another processor in the ring. The messagem is encrypted by the
sender in a way that ensures that only the receiver can decryptm. That is, when

1Alternatively, if pi has more than one processor with whom it wants to communicate, then it will
use a buffer to store these messages; this will increase the delivery time ton2.
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the bus gets to a processorp j it tries to decrypt the messages in then−1 seatssi ,
wherei 6= j, and receives the messages that it can verify their authenticity.

3.2 Full Communication – Time Optimal Protocol

We next present a protocol with optimal time complexity, however with bad com-
munication complexity. In this protocol two buses travel through every link – a
bus in each direction. The nodes transfer seats from one bus to another according
to the shortest path criteria. A seatsi, j that arrives at a nodepk is assigned to a bus
that traverses the link attached topk that is on a shortest path top j . The seats that
are transfered use the routing information, and may be transfered together with
the routing messages that are repeatedly exchanged. That is, the communication
in this protocol is “swallowed” by the communication of the routing-update pro-
tocol.

As in the previous protocol all messages are encrypted before they are as-
signed to seats, and garbage messages are sent if there is no real message. Thus,
privacy is guaranteed. Next we state the communication and time complexities of
this protocol. The communication complexity of this protocol is the number of
buses, i.e., 2m (wherem is the number of edges in the graph). This protocol has
optimal time for message arrival, which is the number of links in the shortest path
between the receiver and sender. The buffer complexity of a node is the number of
shortest paths that contain this node. This number can be small or big depending
on the communication graph. For example, if the graph is a complete graph, each
bus contains one seat, and the buffer complexity of a node is the number of its
neighbors, i.e.,n−1, however, the number of buses isO(n2). The other extreme
is a star. In this case the buffer complexity of the center isO(n2) and the number
of buses isn.

Theorem 2 There is an anonymous message delivery protocol with communica-
tion complexity2m and buffer complexity O(n2). The time complexity between
two nodes is the distance between the nodes in the communication graph.

4 Time and Communication Tradeoff

In this section we will examine more sophisticated protocols that can be tuned
up to trade time and communication. The first observation is that the full com-
munication protocol presented in Section 3.2 already presents tradeoffs between
time and communication: the protocol can use any connected spanning sub-graph
of the communication graph with two buses on each edge of the subgraph. This
reduces the communication complexity but might increase the time complexity
since the distance between two nodes in the sub-graph might be bigger. To obtain
the minimum number of buses, the protocol uses a spanning tree; in this case the
communication complexity isO(n).
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We next present protocols which reduce the number of buses to less thann. In
these protocols we divide the graph into clusters and construct bus routes within
each cluster. For concreteness, we choose specific partitions to clusters that are
based on [10], however similar partitions can be used as well (see the related
work in [10]).

The partition scheme of [10] uses a spanning tree of the communication graph,
and partitions it nodes and edges to clusters. One way to partition the tree is a node
partition which results in clusters with at leastx nodes and no more thanδx nodes,
wherex can be chosen to be any value in the range 1, . . . ,n andδ is the maximum
degree of a node in the tree. In this partition neighboring clusters are connected
by a single link. The partition scheme that we will use is edge partition, that is,
each edge in contained in exactly one cluster. In this case each cluster contains
at leastx edges and no more than 3x edges. (In fact at most one cluster is of size
3x and all the rest are of at most 2x.) Each cluster is a connected sub-graph of
the spanning tree, i.e., it is a tree that containsO(x) nodes. In this partition two
neighboring clusters are connected by a single node.

Once we have the partition to clusters, we have one bus in each cluster which
performs an Euler tour on the spanning tree of the cluster. There are at mostdn/xe
clusters in the graph, thus the number of buses, i.e., the communication complex-
ity, is no more thandn/xe. If a message is sent from a node in one cluster to a
node in another cluster then this message should move from one bus to another
until it reaches the cluster of the receiver. That is, when a bus reaches a node that
is part of more than one cluster (recall that we use an edge partition), then seats
are transfered from one bus to another. The bus inCluster̀ has a seatsi, j for every
pi and p j such that the simple path connecting them in the spanning tree passes
through an edge ofCluster̀ . We next analyze the buffer complexity: For a given
node and a given seatsi, j , there can be at most two clusters containing the node
such that the path frompi to p j in the spanning tree uses an edge from the cluster.
Thus, the buffer size of each node is at most twice the number of simple paths in
the tree passing through the node. This number is at mostO(n2).

4.1 Bus Scheduling

We would like to minimize the time required for a message to arrive to its destina-
tion. To achieve this goal, buses in clusters with a common node, should reach the
common node simultaneously in order to transfer seats. We show how to schedule
the buses to satisfy this condition. Recall that we consider a synchronous settings,
where the bus traverses an edge in a single time unit. Furthermore, we use the fact
that clusters have similar sizes. Let us first consider an ideal case, where the clus-
ters have identical size. In this case, we can start in the cluster that contains the
root of the spanning tree, schedule its bus, and whenever the bus reaches a node
shared with another cluster, we start scheduling the bus of the neighboring cluster.
Since we consider a spanning tree then there are no cycles and this scheduling is
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possible.
If the clusters have different number of nodes, we first schedule the bus in a

clusterCluster̀ with the maximum number of edgesmmax. Recall that an Euler
tour in this cluster will take 2mmax time units. Then whenever the bus reaches
a node that is part of other clusters, the buses of the other clusters are sched-
uled. It is possible that a neighboring clusterClusterj hasm′ < mmax nodes, in
such a case the bus ofClusterj will wait, O(mmax−m′) time units, for the bus of
Cluster̀ , whenever it reaches the node that is common toCluster̀ andClusterj .
The procedure continues in a fashion similar to the case of identical size clusters.

We next analyze the time complexity of this protocol. If the distance between
node pi and nodep j in the spanning tree isd, then the path can pass through
at mostd clusters, and in each cluster it would take less than 2mmax steps until
the message would pass to the next cluster. Thus, the delivery time frompi to
p j is O(dx) (sincemmax< 3x, wherex is the parameter chosen in the edge parti-
tion scheme) . In the worst case the message will pass through each edge of the
spanning tree at most twice and the delivery time would beO(n).

Theorem 3 For every x, where1≤ x≤ n, there is an anonymous message de-
livery protocol with communication complexity O(n/x), buffer complexity O(n2),
and time complexity between two nodes is O(min(dx,n)), where d is the distance
between the nodes in the spanning tree.

4.2 Reducing the Number of Seats

We can reduce the number of seats in a bus, i.e., reduce the buffer complexity. We
use a bus withO(n2/x2) seats, a seatsk,` for a message that should be transfered
from thek’th cluster to thè ’th cluster. In this case only one message can be sent
at a time from a particular cluster to another cluster. It is possible that more than
one processor inClusterk will try to transmit a message toCluster̀ . We use a
probabilistic approach, where each processor inClusterk that would like to send
a message toCluster̀ uses a random function to decide whether to overwrite the
seatsk,`. To ensure that overwrites are not observed each message is changed at
every node. To do so, every message is encrypted in a nested fashion, using all the
keys of the processors in the route to the bus exchange node.

5 Lower Bounds

In this section we prove lower bounds on the time/communication tradeoffs. As
a warm-up we start with the simple case where there is one bus traversing the
communication tree according to some Euler tour. This tour, whose length isO(n),
traverses each leaf of the tree once and there are at least two leaves. Thus, for any
two leavesu andv the distance betweenu andv or v andu in the tour is at least
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n/2, and it takes at leastn/2 time units to send a message fromu to v or fromv to
u. The next lemma generalized the above simple scenario.

Lemma 1 In any protocol with communication complexity1, there are two nodes
in the graph such that the average delivery time from one node to the second is
Ω(n).

Proof. A necessary condition for sending a message from a nodeu to a node
v is thatu sends some message on one of its outgoing edges. In each time unit
there is at most one node sending a message. For anyt, consider the sequence of
nodes that send messages in the firstt time units. (We do not assume anything
about this sequence other than that it contains at mostt nodes.) There is at least
one nodeu that appears at mostt/n times in this sequence. In other words, the
averagedistance from two occurrences ofu in the sequence isΩ(n). Fix suchu
and pick any nodev. Assume thatu wants to send a message tov one time unit
after each time that it appears in the sequence. It takesΩ(n) time units foru to
send a message tov. 2

Note that the above proof does not use the anonymity requirement of the de-
livery protocol, but only relies on the message complexity. Every protocol with
communication complexityc and time complexityt can be transformed into a
protocol with communication complexity 1 and time complexitytc. Thus,

Theorem 4 In any protocol with communication complexity c, there are two
nodes in the graph such that the average delivery time from one node to the second
is Ω(n/c).

The above theorem implies that the tradeoff in Theorem 3 cannot be improved
by a factor bigger thanO(d) whered is the distance between the two nodes in the
spanning tree. For example, if we consider a complete binary tree withn nodes,
thend = O(logn). We next show that if we consider a “natural” partition of the
complete binary tree into clusters then we will obtain message complexityn/x and
time complexityΘ(xlogn/ logx). More formally, we consider a complete binary
tree of height̀ d for some parameters̀andd, and partition the tree into clusters of
sizex

def= 2d−1 where each cluster is a complete binary tree of depthd. The logx
factor improvement in the upper bound for this case follows from the observation
that any simple path in the tree passes through at most 2 logn/ logx clusters.

We next show that this upper bound is tight for this partition. To prove this
claim consider an Euler tour in a complete binary tree withx nodes starting from
the root, and letv be the first leaf visited in the tour. The distance in the tour
betweenv and the root isΩ(x). Now we consider the complete binary tree, and
define a sequence of logn/ logx nodesv0,v1, . . . ,vlogn/ logx, wherev0 is the root of
the tree, andvi is a leaf in the cluster ofvi−1 whose distance fromvi−1 in the Euler
tour of the cluster isΩ(x). Thus, the delivery time of a message fromvlogn/ logx to
the root isΩ(xlogn/ logx) no matter how the buses are scheduled.
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6 Extensions

In this section we show how simple modifications to the idea of the buses can cope
with two extensions to the model. The first extension is when the topology of the
communication graph is unknown, and the second is to a Byzantine adversary,
that is, an adversary that can cause processors to behave maliciously.

We start with the scenario where the processors in the network do not know
the topology of the network (for example, the network can change periodically).
The solution we propose for this problems is to use a random walk on the commu-
nication graph. More precisely, there is one bus traversing the graph, and in each
step the processor holding the bus chooses uniformly one of its neighbors, and
sends the bus to the chosen neighbor. Aleliunas et al. [1] proved that the expected
time of a random walk that visits all the nodes of a graph withn nodes andm
edges isO(nm). Thus, the expected delivery time of a message using a random
walk (in an unknown graph) isO(nm). This bound on the delivery time is tight
for some graphs, e.g, the so called lollipop graph. However, it is too pessimistic
for some graphs, e.g., for a clique the cover time isO(nlogn) (and notO(n3)).

We now turn to the case in which processors are Byzantine, that is, they may
try to add/delete or change messages in a malicious way. First note that the com-
munication graph must bet +1 connected in order to toleratet faults. Otherwise,
there is a cut oft or less Byzantine processors that can partition the graph into
two isolated connected components. We therefore assume that the communica-
tion graph ist + 1 connected, thus, by Menger’s theorem, for every two nodes
there aret + 1 paths connecting them such that there is no internal node common
to two of these paths. We describe a protocol in which there are two buses on each
link, one in each direction. Whenpi wants to anonymously send a message top j ,
thenpi authenticates this message using a private key common topi andp j . This
ensures that a Byzantine processor can not generate/change a message originating
from some sender in a way that is not identified by the receiver. Thus, the Byzan-
tine processor can only drop messages. Processorpi sends the message overt +1
disjoint paths, therefore the message will reach the destination through at least
one path with no Byzantine processor. To achieve anonymity we use the mecha-
nism of the full communication protocol described in Section 3.2. The number of
seats in a bus equals to the number of paths that use this link in the bus traveling
direction.

We next discuss how to reduce the number of buses. Given a communication
graph that is at leastt + 1 connected, we will find a spanning sub-graph that is
t + 1 connected and contains fewer edges. Finding at + 1-connected spanning
subgraphs that has the minimum number of edges is NP-hard. However, there are
good approximation algorithms for this problem. A recent result [7] describe an
efficient algorithm that returns a graph whose number of edges is no more than
1+ 1/(t + 2) times the optimal number of edges. In particular, the number of
edges is no more than(t + 1)n. This, however, might increase the delivery time
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since the length of thet disjoint paths might be longer.
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